
for constructing an outline of the report. He sug-
gests that the researcher start the report with
a vignette from the case to draw the reader into
time and place. In the next section, the researcher
indentifies the issue studied and the methods for
conducting the research. The next part is a full
description of the case and context. Next, in
describing the issues of the case, the researcher can
build the complexity of the study for the reader.
The researcher uses evidence from the case and
may relate that evidence to other relevant research.
In the next section, the researcher presents the so
what of the case—a summary of claims made from
the interpretation of data. At this point, the
researcher may end with another vignette that
reminds the reader of the complexity of the case in
terms of realistic scenarios that readers may then
use as a form of transference to their own settings
and experiences.

Versatility

Case study research demonstrates its utility in that
the researcher can explore single or multiple phe-
nomena or multiple examples of one phenomenon.
The researcher can study one bounded entity in
a holistic fashion or multiple subunits embedded
within that entity. Through a case study approach,
researchers may explore particular ways that parti-
cipants conduct themselves in their localized con-
texts, or the researchers may choose to study
processes involving program participants. Case
study research can shed light on the particularity
of a phenomenon or process while opening up ave-
nues of understanding about the entity or entities
involved in those processes.

LeAnn Grogan Putney
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CATEGORICAL DATA ANALYSIS

A categorical variable consists of a set of non-
overlapping categories. Categorical data are
counts for those categories. The measurement
scale of a categorical variable is ordinal if the
categories exhibit a natural ordering, such as
opinion variables with categories from ‘‘strongly
disagree’’ to ‘‘strongly agree.’’ The measurement
scale is nominal if there is no inherent ordering.
The types of possible analysis for categorical
data depend on the measurement scale.

Types of Analysis

When the subjects measured are cross-classified on
two or more categorical variables, the table of
counts for the various combinations of categories
is a contingency table. The information in a contin-
gency table can be summarized and further ana-
lyzed through appropriate measures of association
and models as discussed below. These measures
and models differentiate according to the nature of
the classification variables (nominal or ordinal).

Most studies distinguish between one or more
response variables and a set of explanatory vari-
ables. When the main focus is on the association
and interaction structure among a set of response
variables, such as whether two variables are condi-
tionally independent given values for the other
variables, loglinear models are useful, as described
in a later section. More commonly, research ques-
tions focus on effects of explanatory variables on
a categorical response variable. Those explanatory
variables might be categorical, quantitative, or of
both types. Logistic regression models are then of
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particular interest. Initially such models were
developed for binary (success–failure) response
variables. They describe the logit, which is
log½PðY ¼ 1Þ=PðY ¼ 2Þ�, using the equation

log½PðY ¼ 1Þ=PðY ¼ 2Þ� ¼ a þ β1x1 þ β2x2

þ � � � þ βpxp,

where Y is the binary response variable and
x1, . . . , xp the set of the explanatory variables. The
logistic regression model was later extended to
nominal and ordinal response variables. For a nom-
inal response Y with J categories, the model simul-
taneously describes

log½PðY ¼ 1Þ=PðY ¼ JÞ�,
log½PðY ¼ 2Þ=PðY ¼ JÞ�, . . . ,

log½PðY ¼ J � 1Þ=PðY ¼ JÞ�:

For ordinal responses, a popular model uses
explanatory variables to predict a logit defined in
terms of a cumulative probability,

log½PðY ≤ jÞ=PðY > jÞ�; j ¼ 1;2; . . . ; J � 1:

For categorical data, the binomial and multino-
mial distributions play the central role that the
normal does for quantitative data. Models for cat-
egorical data assuming the binomial or multino-
mial were unified with standard regression and
analysis of variance (ANOVA) models for quanti-
tative data assuming normality were unified
through the introduction of the generalized linear
model (GLM). This very wide class of models can
incorporate data assumed to come from any of
a variety of standard distributions (such as the nor-
mal, binomial, and Poisson). The GLM relates
a function of the mean (such as the log or logit of
the mean) to explanatory variables with a linear
predictor. Certain GLMs for counts, such as Pois-
son regression models, relate naturally to log linear
and logistic models for binomial and multinomial
responses.

More recently, methods for categorical data
have been extended to include clustered data, for
which observations within each cluster are allowed
to be correlated. A very important special case is
that of repeated measurements, such as in a longi-
tudinal study in which each subject provides a clus-
ter of observations taken at different times. One

way this is done is to introduce a random effect in
the model to represent each cluster, thus extending
the GLM to a generalized linear mixed model, the
mixed referring to the model’s containing both
random effects and the usual sorts of fixed effects.

Two-Way Contingency Tables

Two categorical variables are independent if the
probability of response in any particular category
of one variable is the same for each category of the
other variable. The most well-known result on
two-way contingency tables is the test of the null
hypothesis of independence, introduced by Karl
Pearson in 1900. If X and Y are two categorical
variables with I and J categories, respectively, then
their cross-classification leads to a I× J table of
observed frequencies n ¼ ðnijÞ. Under this hypoth-
esis, the expected cell frequencies are values that
have the same marginal totals as the observed
counts but perfectly satisfy the hypothesis. They
equal mij ¼ nπiþπþ j, i ¼ 1; . . . ; I; j ¼ 1; . . . ; J,
where n is the total sample size (n ¼

P
i;j nij) and

πiþ (πþ j) is the ith row (jth column) marginal of
the underlying probabilities matrix π ¼ ðπijÞ. Then
the corresponding maximum likelihood (ML) esti-

mates equal m̂ij ¼ npiþpþ j ¼
niþ nþ j

n , where pij

denotes the sample proportion in cell (i, j). The
hypothesis of independence is tested through Pear-
son’s chi-square statistic,

X2 ¼
X

i;j

ðnij � m̂ijÞ2

m̂ij

: (1)

The p value is the right-tail probability above

the observed X2 value. The distribution of X2

under the null hypothesis is approximated by

a χ2
ðI�1ÞðJ�1Þ, provided that the individual expected

cell frequencies are not too small. In fact, Pearson
claimed that the associated degrees of freedom (df)
were IJ � 1, and R. A. Fisher corrected this in
1922. Fisher later proposed a small-sample test of
independence for 2× 2 tables, now referred to as
Fisher’s exact test. This test was later extended to
I× J tables as well as to more complex hypotheses
in both two-way and multiway tables. When a con-
tingency table has ordered row or column cate-
gories (ordinal variables), specialized methods can
take advantage of that ordering.
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Ultimately more important than mere testing of
significance is the estimation of the strength of the
association. For ordinal data, measures can incor-
porate information about the direction (positive or
negative) of the association as well.

More generally, models can be formulated that
are more complex than independence, and
expected frequencies mij can be estimated under
the constraint that the model holds. If m̂ij are the
corresponding maximum likelihood estimates,
then, to test the hypothesis that the model holds,
one can use the Pearson statistic (Equation 1) or
the statistic that results from the standard statisti-
cal approach of conducting a likelihood-ratio test,
which is

G2 ¼ 2
X

i;j
nij ln

nij

m̂ij

� �
: ð2Þ

Under the null hypothesis, both statistics have the
same large-sample chi-square distribution.

The special case of the 2× 2 table occurs com-
monly in practice, for instance for comparing two
groups on a success/fail–type outcome. In a 2× 2
table, the basic measure of association is the odds
ratio. For the probability table

π11 π12

π21 π22

� �

the odds ratio is defined as θ ¼ π11π22
π12π21

. Indepen-

dence corresponds to θ ¼ 1. Inference about the
odds ratio can be based on the fact that for large
samples,

logðθ̂Þ e N logðθÞ; 1

n11

þ 1

n12

þ 1

n21

þ 1

n22

� �
:

The odds ratio relates to the relative risk r. In par-
ticular, if we assume that the rows of the above
2× 2 table represent two independent groups of
subjects (A and B) and the columns correspond to
presence/absence of a disease, then the relative risk

for this disease is defined as r ¼ πA
πB

, where

πA ¼ π11
π1þ

is the probability of disease for the first

group and πB is defined analogously. Since

θ ¼ r 1�πB
1�πA

, it follows that θ≈ r whenever πA and

πB are close to 0.

Models for Two-Way Contingency Tables

Independence between the classification variables
X and Y (i.e., mij ¼ nπiþπþ j, for all i and j) can
equivalently be expressed in terms of a log linear
model as

logðmijÞ ¼ λ þ λX
i þ λY

j ,

i ¼ 1; . . . ; I; j ¼ 1; . . . ; J:

The more general model that allows association
between the variables is

logðmijÞ ¼ λ þ λX
i þ λY

j þ λXY
ij ,

i ¼ 1; . . . ; I; j ¼ 1; . . . ; J:
ð3Þ

Loglinear models describe the way the categori-
cal variables and their association influence the
count in each cell of the contingency table. They
can be considered as a discrete analogue of
ANOVA. The two-factor interaction terms relate
to odds ratios describing the association. As in
ANOVA models, some parameters are redundant
in these specifications, and software reports esti-
mates by assuming certain constraints.

The general model (Equation 3) does not
impose any structure on the underlying associa-
tion, and so it fits the data perfectly. Associations
can be modeled through association models. The
simplest such model, the linear-by-linear associa-
tion model, is relevant when both classification
variables are ordinal. It replaces the interaction
term λXY

ij by the product φμiνj, where μi and νj

are known scores assigned to the row and column
categories, respectively. This model,

logðmijÞ ¼ λ þ λX
i þ λY

j þ φμiνj,

i ¼ 1; . . . ; I; j ¼ 1; . . . ; J,
ð4Þ

has only one parameter more than the indepen-
dence model, namely φ. Consequently, the associ-
ated df are ðI � 1ÞðJ � 1Þ � 1, and once it holds,
independence can be tested conditionally on it by
testing φ ¼ 0 via a more powerful test with
df ¼ 1. The linear-by-linear association model
(Equation 4) can equivalently be expressed in
terms of the ðI � 1ÞðJ � 1Þ local odds ratios

θij ¼
πijπiþ1;jþ1

πi;jþ1πiþ1;j
ðI ¼ 1; . . . ; I � 1; j ¼ 1; . . . ; J � 1Þ,

defined by adjacent rows and columns of the table:
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θij ¼ exp½φðμiþ 1 � μiÞðνjþ1 � νjÞ�;
i ¼ 1; . . . ; I � 1; j ¼ 1; . . . ; J � 1:

ð5Þ

With equally spaced scores, all the local odds
ratios are identical, and the model is referred to as
uniform association. More general models treat
one or both sets of scores as parameters. Asso-
ciation models have been mainly developed by
L. Goodman.

Another popular method for studying the pat-
tern of association between the row and column
categories of a two-way contingency table is corre-
spondence analysis (CA). It is mainly a descriptive
method. CA assigns optimal scores to the row and
column categories and plots these scores in two or
three dimensions, providing thus a reduced rank
display of the underlying association.

The special case of square I× I contingency
tables with the same categories for the rows and
the columns occurs with matched-pairs data. For
example, such tables occur in the study of rater
agreement and in the analysis of social mobility. A
condition of particular interest for such data is mar-
ginal homogeneity, that πiþ ¼ πþ i, i ¼ 1; . . . ; I.
For the 2× 2 case of binary matched pairs, the test
comparing the margins using the chi-square statistic
n12 � n21ð Þ2=ðn12 þ n21Þ is called McNemar’s test.

Multiway Contingency Tables

The models described earlier for two-way tables
extend to higher dimensions. For multidimensional
tables, a number of models are available, varying
in terms of the complexity of the association struc-
ture. For three variables, for instance, models
include ones for which (a) the variables are mutu-
ally independent; (b) two of the variables are asso-
ciated but are jointly independent of the third;
(c) two of the variables are conditionally indepen-
dent, given the third variable, but may both be
associated with the third; and (d) each pair of vari-
ables is associated, but the association between
each pair has the same strength at each level of the
third variable. Because the number of possible
models increases dramatically with the dimension,
model selection methods become more important
as the dimension of the table increases. When the
underlying theory for the research study does not
suggest particular methods, one can use the same

methods that are available for ordinary regression
models, such as stepwise selection methods and fit
indices such as Akaike Information Criterion.

Loglinear models for multiway tables can include
higher order interactions up to the order equal to the
dimension of the table. Two-factor terms describe
conditional association between two variables, three-
factor terms describe how the conditional association
varies among categories of a third variable, and so
forth. CA has also been extended to higher dimen-
sional tables, leading to multiple CA.

Historically, a common way to analyze higher
way contingency tables was to analyze all the
two-way tables obtained by collapsing the table
over the other variables. However, the two-way
associations can be quite different from condi-
tional associations in which other variables are
controlled. The association can even change
direction, a phenomenon known as Simpson’s
paradox. Conditions under which tables can be
collapsed are most easily expressed and visual-
ized using graphical models that portray each
variable as a node and a conditional association
as a connection between two nodes. The patterns
of associations and their strengths in two-way or
multiway tables can also be illustrated through
special plots called mosaic plots.

Inference and Software

Least squares is not an optimal estimation method
for categorical data, because the variance of sam-
ple proportions is not constant but rather depends
on the corresponding population proportions.
Because of this, parameters for categorical data
were estimated historically by the use of weighted
least squares, giving more weight to observations
having smaller variances. Currently, the most pop-
ular estimation method is maximum likelihood,
which is an optimal method for large samples for
any type of data. The Bayesian approach to infer-
ence, in which researchers combine the informa-
tion from the data with their prior beliefs to
obtain posterior distributions for the parameters of
interest, is becoming more popular. For large sam-
ples, all these methods yield similar results.

Standard statistical packages, such as SAS, SPSS
(an IBM company, formerly called PASW� Statis-
tics), Stata, and S-Plus and R, are well suited for
analyzing categorical data. Such packages now
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have facility for fitting GLMs, and most of the
standard methods for categorical data can be
viewed as special cases of such modeling. Bayesian
analysis of categorical data can be carried out
through WINBUGS. Specialized software such as
the programs StatXact and LogXact, developed by
Cytel Software, are available for small-sample
exact methods of inference for contingency tables
and for logistic regression parameters.

Maria Kateri and Alan Agresti

See also Categorical Variable; Correspondence Analysis;

General Linear Model; R; SAS; Simpson’s Paradox;

SPSS
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CATEGORICAL VARIABLE

Categorical variables are qualitative data in which
the values are assigned to a set of distinct groups or
categories. These groups may consist of alpha-
betic (e.g., male, female) or numeric labels (e.g.,

male¼ 0, female¼ 1) that do not contain mathe-
matical information beyond the frequency counts
related to group membership. Instead, categorical
variables often provide valuable social-oriented
information that is not quantitative by nature (e.g.,
hair color, religion, ethnic group).

In the hierarchy of measurement levels, categori-
cal variables are associated with the two lowest vari-
able classification orders, nominal or ordinal scales,
depending on whether the variable groups exhibit an
intrinsic ranking. A nominal measurement level con-
sists purely of categorical variables that have no
ordered structure for intergroup comparison. If the
categories can be ranked according to a collectively
accepted protocol (e.g., from lowest to highest), then
these variables are ordered categorical, a subset of
the ordinal level of measurement.

Categorical variables at the nominal level of mea-
surement have two properties. First, the categories
are mutually exclusive. That is, an object can belong
to only one category. Second, the data categories
have no logical order. For example, researchers can
measure research participants’ religious back-
grounds, such as Jewish, Protestant, Muslim, and so
on, but they cannot order these variables from
lowest to highest. It should be noted that when cate-
gories get numeric labels such as male¼ 0 and
female¼ 1 or control group¼ 0 and treatment
group¼ 1, the numbers are merely labels and do not
indicate one category is ‘‘better’’ on some aspect than
another. The numbers are used as symbols (codes)
and do not reflect either quantities or a rank order-
ing. Dummy coding is the quantification of a variable
with two categories (e.g., boys, girls). Dummy cod-
ing will allow the researcher to conduct specific anal-
yses such as the point-biserial correlation coefficient,
in which a dichotomous categorical variable is
related to a variable that is continuous. One example
of the use of point-biserial correlation is to compare
males with females on a measure of mathematical
ability.

Categorical variables at the ordinal level of
measurement have the following properties: (a) the
data categories are mutually exclusive, (b) the data
categories have some logical order, and (c) the data
categories are scaled according to the amount of
a particular characteristic. Grades in courses (i.e.,
A, B, C, D, and F) are an example. The person
who earns an A in a course has a higher level of
achievement than one who gets a B, according to
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