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[bookmark: _GoBack]R syntax and output for Chapter 2: Multiple Regression with Continuous Predictors
Much of the material in this document builds on the R syntax and output for Chapter 1. If necessary, refer back to that document for reminders.

Begin by importing the ‘aggression.txt’ data into R:
#setwd()
ch2data <- read.table("aggression.dat")
colnames(ch2data) <- c('age', 'BPAQ', 'AISS', 'alcohol', 'BIS', 'NEOc', 'gender', 'NEOo')

Scatterplots of BPAQ and BIS scores against age (Figure 2.1):
plot(ch2data$BPAQ~ch2data$age, ylab='BPAQ',xlab='age')
[image: ch2_files/figure-docx/unnamed-chunk-2-1.png]
plot(ch2data$BIS~ch2data$age, ylab='BIS',xlab='age')
[image: ch2_files/figure-docx/unnamed-chunk-2-2.png]
The 'cor.test' command gives the correlations along with their 95% confidence intervals:
cor.test(ch2data$BPAQ,ch2data$age)
## 
##  Pearson's product-moment correlation
## 
## data:  ch2data$BPAQ and ch2data$age
## t = -3.4993, df = 273, p-value = 0.0005445
## alternative hypothesis: true correlation is not equal to 0
## 95 percent confidence interval:
##  -0.31769041 -0.09114197
## sample estimates:
##        cor 
## -0.2071923
cor.test(ch2data$BIS,ch2data$age)
## 
##  Pearson's product-moment correlation
## 
## data:  ch2data$BIS and ch2data$age
## t = -2.2968, df = 273, p-value = 0.02239
## alternative hypothesis: true correlation is not equal to 0
## 95 percent confidence interval:
##  -0.25186638 -0.01972151
## sample estimates:
##        cor 
## -0.1376843

Multiple regression with two predictors
In the 'lm' function (used to specify linear regression models and estimate them using OLS), one can list any number of predictor variables (separated with + signs) on the right-hand side of the ~ operator.
Here, BPAQ is regressed on both BIS and age simultaneously:
ch2mod1 <- lm(BPAQ~BIS+age, data=ch2data)
After the regression model is specified and estimated, we can use the 'summary' method to get the results along with the 'confint' function to get confidence intervals around the parameter estimates:
summary(ch2mod1)
## 
## Call:
## lm(formula = BPAQ ~ BIS + age, data = ch2data)
## 
## Residuals:
##      Min       1Q   Median       3Q      Max 
## -1.17933 -0.32561 -0.00454  0.35594  1.33877 
## 
## Coefficients:
##              Estimate Std. Error t value Pr(>|t|)    
## (Intercept)  1.954392   0.244922   7.980 4.12e-14 ***
## BIS          0.443607   0.085060   5.215 3.64e-07 ***
## age         -0.017556   0.006032  -2.910  0.00391 ** 
## ---
## Signif. codes:  0 '***' 0.001 '**' 0.01 '*' 0.05 '.' 0.1 ' ' 1
## 
## Residual standard error: 0.4906 on 272 degrees of freedom
## Multiple R-squared:  0.1299, Adjusted R-squared:  0.1235 
## F-statistic: 20.31 on 2 and 272 DF,  p-value: 6.016e-09
confint(ch2mod1)
##                   2.5 %      97.5 %
## (Intercept)  1.47220945  2.43657529
## BIS          0.27614693  0.61106696
## age         -0.02943198 -0.00568055
The output above reproduces the regression model parameter estimates and their associated standard errors and t-tests as well as the multiple R2 value and its corresponding F test reported in Chapter 2.
Because standardized regression coefficients are typically not recommended, the base 'lm' function does not actually compute them! But if you must, they can be obtained using the 'lm.beta' function from the 'rockchalk' package:
library(rockchalk)
standardize(ch2mod1)
## The standardized variables are suffixed with the letter "s" 
## 
## Call:
## lm(formula = BPAQs ~ -1 + BISs + ages, data = stddat)
## 
## Coefficients:
##    BISs     ages  
##  0.2978  -0.1662

Simultaneous regression
Specify and estimate simultaneous regression model, with BPAQ regressed on BIS, age, NEOo, and NEOc:
ch2mod2 <- lm(BPAQ~BIS+age+NEOo+NEOc, data=ch2data)
Then get the summary and confidence intervals of the new model (results in Table 2.4):
summary(ch2mod2)
## 
## Call:
## lm(formula = BPAQ ~ BIS + age + NEOo + NEOc, data = ch2data)
## 
## Residuals:
##      Min       1Q   Median       3Q      Max 
## -1.20896 -0.32513 -0.00971  0.37144  1.28585 
## 
## Coefficients:
##              Estimate Std. Error t value Pr(>|t|)    
## (Intercept)  2.415691   0.494262   4.887 1.75e-06 ***
## BIS          0.369988   0.106467   3.475 0.000595 ***
## age         -0.016666   0.006175  -2.699 0.007394 ** 
## NEOo        -0.016360   0.059002  -0.277 0.781774    
## NEOc        -0.072225   0.062888  -1.148 0.251790    
## ---
## Signif. codes:  0 '***' 0.001 '**' 0.01 '*' 0.05 '.' 0.1 ' ' 1
## 
## Residual standard error: 0.4912 on 270 degrees of freedom
## Multiple R-squared:  0.1342, Adjusted R-squared:  0.1214 
## F-statistic: 10.46 on 4 and 270 DF,  p-value: 6.788e-08
confint(ch2mod2)
##                   2.5 %      97.5 %
## (Intercept)  1.44259357  3.38878829
## BIS          0.16037625  0.57959935
## age         -0.02882404 -0.00450888
## NEOo        -0.13252309  0.09980236
## NEOc        -0.19603852  0.05158817

Hierarchical regression
First estimate the model regressing BPAQ on BIS and age (referred to as Model 1 in Chapter 2):
ch2mod3 <- lm(BPAQ~BIS+age, data=ch2data)
Next estimate the model regressing BPAQ on BIS, age, NEOo, and NEOc (referred to as Model 2 in Chapter 2):
ch2mod4 <- lm(BPAQ~BIS+age+NEOo+NEOc, data=ch2data)
Test whether R2 significantly differs across these two models:
anova(ch2mod3,ch2mod4)
## Analysis of Variance Table
## 
## Model 1: BPAQ ~ BIS + age
## Model 2: BPAQ ~ BIS + age + NEOo + NEOc
##   Res.Df    RSS Df Sum of Sq      F Pr(>F)
## 1    272 65.461                           
## 2    270 65.138  2   0.32246 0.6683 0.5134
As reported in Chapter 2, F(2,270) = 0.67 is non-significant, p = .51, indicating that R2 does not significantly change across the two models.
But need to get the model summaries to get the actual R2 values of the two models:
summary(ch2mod3)
## 
## Call:
## lm(formula = BPAQ ~ BIS + age, data = ch2data)
## 
## Residuals:
##      Min       1Q   Median       3Q      Max 
## -1.17933 -0.32561 -0.00454  0.35594  1.33877 
## 
## Coefficients:
##              Estimate Std. Error t value Pr(>|t|)    
## (Intercept)  1.954392   0.244922   7.980 4.12e-14 ***
## BIS          0.443607   0.085060   5.215 3.64e-07 ***
## age         -0.017556   0.006032  -2.910  0.00391 ** 
## ---
## Signif. codes:  0 '***' 0.001 '**' 0.01 '*' 0.05 '.' 0.1 ' ' 1
## 
## Residual standard error: 0.4906 on 272 degrees of freedom
## Multiple R-squared:  0.1299, Adjusted R-squared:  0.1235 
## F-statistic: 20.31 on 2 and 272 DF,  p-value: 6.016e-09
summary(ch2mod4)
## 
## Call:
## lm(formula = BPAQ ~ BIS + age + NEOo + NEOc, data = ch2data)
## 
## Residuals:
##      Min       1Q   Median       3Q      Max 
## -1.20896 -0.32513 -0.00971  0.37144  1.28585 
## 
## Coefficients:
##              Estimate Std. Error t value Pr(>|t|)    
## (Intercept)  2.415691   0.494262   4.887 1.75e-06 ***
## BIS          0.369988   0.106467   3.475 0.000595 ***
## age         -0.016666   0.006175  -2.699 0.007394 ** 
## NEOo        -0.016360   0.059002  -0.277 0.781774    
## NEOc        -0.072225   0.062888  -1.148 0.251790    
## ---
## Signif. codes:  0 '***' 0.001 '**' 0.01 '*' 0.05 '.' 0.1 ' ' 1
## 
## Residual standard error: 0.4912 on 270 degrees of freedom
## Multiple R-squared:  0.1342, Adjusted R-squared:  0.1214 
## F-statistic: 10.46 on 4 and 270 DF,  p-value: 6.788e-08
The results from the summaries above should match values given in Table 2.5.

Regression diagnostics
Returning to the model regressing BPAQ on BIS and age, plot the residuals against the BIS predictor, enhancing the plot with a LOWESS curve and a spread around the curve (Figure 2.6).
Need to make sure 'car' package is loaded to use its scatterplot function.
library(car)
scatterplot(ch2mod3$resid ~ BIS, boxplots=FALSE, col="black", reg.line=F, ylab="Residuals", data=ch2data)
[image: ch2_files/figure-docx/unnamed-chunk-13-1.png]
Enhanced scatterplot of residuals by age (Figure 2.7):
scatterplot(ch2mod3$resid ~ age, boxplots=FALSE, col="black", reg.line=F, ylab="Residuals", data=ch2data)
[image: ch2_files/figure-docx/unnamed-chunk-14-1.png]
Can also plot residuals against fitted values, i.e., predicted values (Figure 2.8):
scatterplot(ch2mod3$resid ~ ch2mod3$fitted, boxplots=FALSE, col="black", reg.line=F, ylab="Residuals",
            xlab='Predicted values', data=ch2data)
[image: ch2_files/figure-docx/unnamed-chunk-15-1.png]
As in Chapter 1, also can plot univariate distribution of residuals (Figure 2.9).
Make sure 'psych' package is loaded to use 'multi.hist' function:
library(psych)
multi.hist(ch2mod3$resid, main="", dlty=c("solid", "dashed"))
[image: ch2_files/figure-docx/unnamed-chunk-16-1.png]

Polynomial regression
To specify and estimate a polynomial regression model, the (potentially) nonlinear predictor can be squared or cubed directly within the 'lm' function call:
ch2mod5 <- lm(BPAQ~BIS+age+I(age^2)+I(age^3), data=ch2data)
Test whether adding the polynomal terms significantly increased R2:
anova(ch2mod3, ch2mod5)
## Analysis of Variance Table
## 
## Model 1: BPAQ ~ BIS + age
## Model 2: BPAQ ~ BIS + age + I(age^2) + I(age^3)
##   Res.Df    RSS Df Sum of Sq      F Pr(>F)
## 1    272 65.461                           
## 2    270 65.106  2   0.35429 0.7346 0.4806
The results from this F-test should match that given in Chapter 2 for the polynomial regression example.

As in Chapter 1, make index plots of hat values, Studentized residuals, and Cook's distance (Figures 2.10 to 2.12):
plot(hatvalues(ch2mod3), xlab='Case number', ylab="Hat value")
[image: ch2_files/figure-docx/unnamed-chunk-19-1.png]
plot(rstudent(ch2mod3), xlab='Case number', ylab="Studentized residual")
[image: ch2_files/figure-docx/unnamed-chunk-19-2.png]
plot(cooks.distance(ch2mod3), xlab='Case number', ylab="Cook's distance")
[image: ch2_files/figure-docx/unnamed-chunk-19-3.png]
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